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A Short Technical Report – ImplementaƟon of a Large-
scale Scalable Song Database with MongoDB 

 

IntroducƟon 
In today’s digital world, data is everywhere. Especially in the music industry, where millions of 
songs, arƟsts, and user preferences are stored and accessed every day. Managing such a huge 
amount of music data isn’t easy, especially when it includes things like emoƟons, tempo, 
genres, lyrics, and user-related tags. TradiƟonal relaƟonal databases (like SQL) are oŌen too 
rigid to handle this kind of semi-structured or nested data. For example, some songs may 
have mulƟple arƟsts, missing release dates, or extra fields like “similar songs.” These make it 
hard to fit everything neatly into rows and columns. So, we need a more flexible and scalable 
soluƟon. 

This project is to design and build a song database using MongoDB, a NoSQL database that 
works well with messy or complex data structures. The aim is to create a backend database 
that supports music player applicaƟons needing quick access to large collecƟons of songs, 
along with metadata, recommendaƟon tags, and filters for different features. 

 

Background InformaƟon 

Dataset Overview 

The dataset used in this project is Ɵtled “  ᝸᝹᝺᝻᝼᝽ 900K+ SpoƟfy Songs with Lyrics, EmoƟons & 
More”, sourced from Kaggle in JSON format. It was a supporƟng of the Abracadabra 
project(part of the Top 200 projects in the NVIDIA Llama-Index Contest), a Retrieval-
Augmented GeneraƟon (RAG) system designed for intelligent playlist generaƟon using large 
language models (LLMs). (Kaggle, n.d.)The uncompressed file is approximately 1.3 GB in size 
and contains 498,052 records. Each record represents a single SpoƟfy track and includes basic 
informaƟon such as Ɵtle, arƟst(s), lyrics, album, genre, emoƟon, duraƟon, release date, and 
musical features like tempo, key, Ɵme signature, loudness, and popularity. It also provides 
numerical scores for features like energy, danceability, and posiƟveness, along with various 
boolean contextual tags (“Good for Party”, “Good for Work/Study”, “Good for 
RelaxaƟon/MeditaƟon”, “Good for Exercise”, “Good for Running”, “Good for Yoga/Stretching”, 
“Good for Driving”, “Good for Social Gatherings”, “Good for Morning RouƟne”). Each song 
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may also contain up to three similar songs stored in a nested structure (Appendix 1 Raw 
Data). 

Due to its large size and semi-structured, and nested format, this dataset is not well-suited for 
storage in a flat relaƟonal model like SQL. Storing it in a relaƟonal schema would require 
extensive preprocessing and normalizaƟon, such as spliƫng arƟsts, audio features, and 
similar songs into separate tables connected by foreign keys. While this approach might 
improve data integrity, it would also significantly complicate query design, especially for 
aggregaƟon tasks involving related fields. Moreover, the target usage, a music player which 
only requires relaƟvely simple queries such as filtering by arƟst or genre. There's no need to 
over-engineer the database structure for such use cases. 

In addiƟon, the flexibility needed to handle irregular, opƟonal, or missing fields is difficult to 
maintain in tradiƟonal relaƟonal databases without frequent schema modificaƟons. While 
graph databases excel at modelling explicit relaƟonships (e.g., arƟst collaboraƟons, user-song 
interacƟons), such relaƟonships are not well-defined in this dataset too. By contrast, this 
dataset is song-centric, focusing on individual songs and their metadata rather than on arƟst-
to-arƟst relaƟonships. 

 

The Reason of choosing MongoDB 

Given the semi-structured nature of the raw data, the need for flexibility in handling null or 
missing values, the presence of nested relaƟonships (e.g., similar songs), and the relaƟvely 
simple and straighƞorward query usage, MongoDB was chosen for this implementaƟon. 
MongoDB is a document-oriented NoSQL database that allows each song to be stored as a 
self-contained document, preserving its nested structure and supporƟng variable fields across 
different records. 

Assuming the dataset is intended for use in a music player app where queries are typically 
straighƞorward and rarely involve complex joins, MongoDB helps avoid the complexity of 
implemenƟng a rigid relaƟonal schema. It eliminates the need to split data across mulƟple 
tables and perform costly joins, making it suitable for applicaƟons that prioriƟze performance 
and simplicity. 

In contrast to SQL databases, MongoDB's flexible, schema-less model is beƩer suited for data 
where fields may be opƟonal or inconsistently populated. This flexibility allows developers to 
adapt the data model over Ɵme without costly migraƟons or downƟme. MongoDB also 
supports indexing on arrays and nested fields, enabling efficient filtering on common fields 
such as genre, arƟst, or contextual tags. 

AddiƟonally, MongoDB is highly scalable and handles large datasets efficiently, especially 
when appropriate indexes are applied. It integrates seamlessly with Python via the PyMongo 
library, simplifying data loading, transformaƟon, and inserƟon operaƟons. This was 
parƟcularly useful in this project, as the raw dataset was cleaned and restructured enƟrely in 
Python before being inserted into MongoDB. 
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Database ImplementaƟon 

Data Pre-processing and TransformaƟon 

Due to the large size of the raw dataset, we first extracted a sample of around 5,000 records 
for easier handling and iniƟal design. Specifically, we selected one record every 500 entries to 
ensure a variety of arƟsts with different names and create a manageable subset for tesƟng. 
This approach allowed for easier cleaning, validaƟon, and the development of transformaƟon 
logic and schema design without being slowed down or confused by the full dataset. Once 
the data structure and indexing strategy were finalized, the same logic was applied to the 
complete dataset through the same Python script. 

To facilitate efficient data handling and enable reusability for full dataset processing, the 
enƟre implementaƟon was done in Python, using relevant libraries to clean the data and 
import it into MongoDB. The raw JSON dataset was first loaded into Python, then parsed line 
by line. Each line represents one JSON object (a song), which was converted into a Python 
dicƟonary and appended to a list. 

AŌer loading, a custom cleaning funcƟon (Appendix 2 Python cleaning funcƟon script) was 
applied to standardize formats and consolidate related fields. Several transformaƟons were 
made to improve structure and enable more accurate filtering and indexing: 

1. The ArƟst(s) field, originally stored as a single string, was split by commas and stored 
as a list of arƟsts.  

2. The Feature Score fields were grouped into a nested dicƟonary under a new field 
called Feature_Scores. 

3. The boolean contextual tags were dynamically filtered (only those with a true value 
were retained) and converted into a list of applicable tags. 

4. The “Similar Songs” subfields were reformaƩed into a list of dicƟonaries, each 
containing the structure of {"ArƟst": ..., "Title": ..., "Similarity Score": ...}. 

5. To keep the simplicity of the dataset, we dropped the EmoƟon, Key, Tempo, Loudness 
(db), Time Signature, and Explicit fields. 

This restructuring supports cleaner data representaƟon and improves MongoDB’s ability to 
perform effecƟve queries and indexing.  

 

Structure Design 

MongoDB does not require a strict schema, so we designed the data store in our customized 
structure. The structure was designed to reflect the natural format of the dataset while 
opƟmizing for common use cases, such as searching by arƟst or genre. MongoDB allows each 
song to be represented as a self-contained document where all relevant metadata is stored 
together. This eliminates the need for table joins and keeps related data in one place for fast 
and direct access. 
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The final structure for each song document includes fields directly derived from the raw data 
(Title, Lyrics, Length, Genre, Album, Release_Date, and Popularity), mulƟ-valued fields (lists) 
such as ArƟsts and Contextual_Tags, and nested documents like Feature_Scores and 
Similar_Songs. (Appendix 3 Songs collecƟon sample) 

This design supports efficient filtering and searching on fields with mulƟple values. Crucially, 
the schema was designed with no assumpƟon of completeness. Missing fields are common in 
real-world datasets, and in our data set. MongoDB’s flexible document model allows such 
incomplete records to coexist without issues.  

With appropriate indexing, this schema provides efficient query performance for typical 
music applicaƟon use cases, such as filtering songs by arƟst, album, or contextual tags. 

 

Database ImplementaƟon   
All data loading, cleaning, transformaƟon, and database operaƟons were performed in Python 
using the related libraries pymongo and json. The implementaƟon script was modular, with 
separate secƟons for file loading, record cleaning, MongoDB inserƟon, and index creaƟon. 
AŌer processing, the cleaned dataset was inserted into a with a collecƟon named songs 
under the database spoƟfy_db. Before each inserƟon, the exisƟng collecƟon was dropped to 
ensure data consistency and avoid duplicates. (Appendix 4 Python import script) Once the 
data was inserted, indexes were created using MongoDB's create_index() method on relevant 
fields 

 

Indexing Strategy and Query OpƟmizaƟon  

Given the size of the dataset, indexing is criƟcal for maintaining query performance. We 
created indexes on the most commonly queried fields: ArƟsts, Genre, Album and 
Contextual_Tags. MongoDB supports indexing on arrays and nested fields, allowing complex 
queries to remain performant. While compound or mulƟkey indexes can further opƟmize 
specific queries, we intenƟonally chose to apply single-field indexes at this stage to strike a 
balance between query speed and index maintenance overhead. Indexes can slow down 
insert and update operaƟons due to the addiƟonal write cost, but given that music 
applicaƟons are typically read-heavy, this trade-off is acceptable. If more complex querying 
becomes a future requirement, MongoDB’s flexibility will allow us to add compound or 
mulƟkey indexes as needed without major changes to the exisƟng setup. 

This Python-based implementaƟon ensures repeatability and scalability. If the dataset needs 
to be updated or expanded, the same script can be reused with minimal modificaƟon.  

(Appendix 5 Python indexing script, Query result) 

 

Challenging 
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During the implementaƟon process, several issues were encountered: 

1. IniƟal Import via Mongo Shell Was Not Repeatable and Hard to Clean Data 
We first aƩempted to use mongoimport via the MongoDB shell to load the dataset 
directly. While simple, this method was not ideal for repeated runs or when data 
cleaning was required. It was also difficult to customize and unsuitable for handling 
nested fields or structural transformaƟons. Switching to Python (using libraries json 
and pymongo) allowed us to build a more controlled and reusable pipeline, enabling 
more efficient data cleaning. 

2. Sampling for Early Design 
Due to the large size and messy structure of the dataset, it was difficult to get a clear 
overview during iniƟal exploraƟon. To address this, we decided to take a 
representaƟve sample for design and tesƟng. Specifically, we selected one record 
every 500 entries, resulƟng in a sample of approximately 5,000 songs. This approach 
provided broader coverage of the dataset’s diversity and made it easier to clean and 
validate the schema without being slowed down by the full dataset. 

3. Inconsistency of the ArƟsts Data 
The raw data’s arƟst informaƟon is stored in inconsistent formats, mixing group names 
(oŌen enclosed in quotaƟon marks), individual arƟst names, and some unclear or 
suspicious entries. We removed the quotaƟon marks from group names and treated 
them as arƟst names, as maintaining a flat structure improves efficiency. Given 
MongoDB’s scalability, restructuring nested arƟst groups later, if necessary, would not 
be overly complex. Conversely, uncertain or suspicious names were retained to avoid 
premature data loss. 

 

Conclusion 
This project demonstrates the pracƟcal applicaƟon of MongoDB for managing a large, semi-
structured music dataset. By leveraging MongoDB’s flexible document model, we were able 
to accommodate inconsistent, nested, and opƟonal fields without the complexity of relaƟonal 
normalizaƟon. This approach simplified data storage, reduced schema overhead, and enabled 
straighƞorward querying which are crucial for music applicaƟons focused on filtering and 
metadata retrieval. 

Compared to relaƟonal databases, MongoDB avoided the need for rigid schemas and costly 
joins. It also offered a simpler and more efficient way to store loosely connected data like 
"similar songs," which did not jusƟfy a full relaƟonship model while compared to graph 
databases. 

Overall, MongoDB strikes a pracƟcal balance between flexibility, scalability, and ease of use. 
These characterisƟcs which prioriƟzed rapid access and adaptability to evolving data made it 
the choice for this project. With the indexing strategy in place, the system can scale further to 
support addiƟonal features without major architectural changes. 
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Disclosure of Use of Large Language Models 
In this assignment, I used ChatGPT for the following purposes: 

 AssisƟng with python code 

 Checking and improving the clarity of my English 
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Appendix 
Appendix 1 Raw data 
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 Appendix 2 Python cleaning funcƟon script  
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Appendix 3 Songs collecƟon sample 

 

Appendix 4 Python import script
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Appendix 5 Python indexing script 

 

 

Appendix 5 Query Result 

 


